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Abstract. Technologies based on aspect-orientation and multi-dimensional 
separation of concerns have given software engineers tools to better encapsulate 
concerns throughout the software lifecycle. Separated concerns must be 
composed, even during early lifecycle phases, to obtain an overall system 
understanding. Concern composition languages therefore must be expressive, 
scalable, and intuitive. Otherwise, gains achieved by concern separation are 
offset by the complexity of the composition rules. This paper focuses on a 
composition language for the requirements modeling phase and, in particular, 
on composition of concerns described with use cases or scenarios. We propose 
that existing composition techniques (such as before and after advices from 
AOP) are insufficient for requirements model composition because they do not 
support all composition rules frequently required for use cases or scenarios. 
Furthermore, composition rules for a modeling language should be visual and 
use the same notation as the modeling language. This paper presents Aspect-
oriented Use Case Maps (AoUCM) and evaluates its flexible, expressive, and 
exhaustive composition technique. Moreover, the composition rules are 
expressed in the same notation already used for UCMs. The usefulness and 
necessity of our composition rules are demonstrated through examples modeled 
with the jUCMNav tool. 

Keywords: Aspect-oriented Requirements Engineering, Aspect Composition, 
Use Case Maps, Scenario Notations, User Requirements Notation. 

1 Introduction 

Aspects have been accepted into the array of software engineering techniques because 
of their ability to encapsulate concerns which are notoriously difficult to modularize 
with the chosen dominant modularization technique alone (e.g. with object-oriented 
concepts). At any stage of the software development lifecycle, however, separate 
concerns must be composed together in order to gain a greater understanding of the 
overall system. Existing approaches for concern composition at the requirements level 



do not allow general composition rules to be expressed, but are largely based on the 
composition rules of aspect-oriented programming (AOP) or ad-hoc extensions of 
them (i.e. the insertion of behavior before, after, or around a specific location in the 
base model). More complex composition rules, however, are necessary to model 
systems in practice [27]. 

Aspect-oriented Use Case Maps (AoUCM) [17][18] are a modeling technique for 
early aspects and model concerns expressed as use cases or scenarios at an abstraction 
level suitable for requirements models (i.e. a level where interactions between model 
entities are important, but details of messages and data are not yet relevant). AoUCM 
are an extension of the Use Case Maps (UCMs) [23] modeling language. This paper 
a) introduces a case study of an Online Newspaper Management System in order to 
illustrate frequently required composition rules for scenario-based models, and b) 
provides a qualitative evaluation of the general concern composition technique of 
AoUCM based on the following properties for the composition of aspect-oriented 
requirements models: 

Oblivious. A composition technique should allow concerns to be defined without 
changes to other concerns. This is a crucial point of aspect-orientation as a concern 
must not be polluted by non-concern-specific information. 

Exhaustive. Models may be composed in many different, complex, and 
unexpected ways. A composition technique must be exhaustive in that it should 
provide the means to express all desired compositions. Considering frequently 
required composition rules for scenario-based approaches, composition rules should 
therefore cover not just sequences and alternatives (i.e. before/after/around) but make 
use of all constructs of the modeling language (e.g. concurrency, loops, and 
interleaving). 

Scalable. A composition technique should scale to large industrial models. In most 
cases, this means that composition rules have to be parameterized in some way in 
order to cope with large numbers of similar compositions.  

Familiar. In order to ease adoption of the composition technique, the composition 
language should be a language that is already familiar to requirements engineers. If 
the chosen language is a visual language, then the composition rules should also be 
visual in order to avoid switching between modeling paradigms (e.g. by using 
graphical and purely textual representations at the same time). 

Formal. The composition technique should be as formal as possible without 
becoming a barrier in practice.  

At the right abstraction level. For a composition technique to be effective for 
requirements models, the employed technique should be at the right abstraction level 
where message or data details of interactions are not yet relevant. 

Note that if the modeling language used for the system is also chosen as the 
language for the composition technique, the composition properties exhaustive and 
familiar are already addressed. 

In the remainder of this paper, section 2 gives an overview of Use Case Maps and 
aspect-oriented Use Case Maps. Section 3 shows how complex compositions can be 
modeled with aspect-oriented Use Case Maps and presents an example system as an 
illustration for such compositions. Section 4 gives a comparison of scenario-based 
modeling techniques for aspect-oriented requirements. Section 5 concludes the paper 
and identifies future work. 



2 Background 

2.1 Use Case Maps 

Use Case Maps (UCMs) [23] are a visual scenario notation that is being standardized 
by the International Telecommunication Union (ITU) as part of the User 
Requirements Notation (URN) [24]. Within URN, UCMs are complemented by a 
language for goal modeling and the description of nonfunctional requirements (GRL – 
the Goal-oriented Requirement Language [22]). URN is the first standardization effort 
to address links between goal and scenario models explicitly in a graphical way. 

UCMs are ideally suited for the description of functional requirements and, if 
desired, high-level design. Paths describe the causal flow of behavior of a system (e.g. 
one or many use cases). By superimposing paths over components, the architectural 
structure of a system can be modeled. In general, components describe any kind of 
structural entity at any abstraction level (e.g. classes or packages but also systems, 
actors, sub-systems, objects, aspects, hardware). UCMs focus on the interaction 
between architectural entities without going into the details of message exchange and 
communication infrastructures. As many scenarios and use cases are integrated into 
one combined UCM model of a system, it is possible to use UCM specifications as a 
base for further analysis. Undesired interactions between scenarios can be detected, 
performance implications can be analyzed, testing efforts can be driven based on the 
UCM model, and various architectural alternatives can be analyzed. Over the last 
decade, UCMs have successfully been used for service-oriented, concurrent, 
distributed, and reactive systems such as telecommunications systems, agent systems, 
e-commerce systems, operating systems, and health information systems. UCMs have 
also been used for business process modeling. For further information, the reader is 
referred to the UCM Virtual Library [21]. 

The basic elements of the UCM notation are shown in Fig. 1. A map contains any 
number of paths and structural elements (components). Responsibilities describe 
required actions or steps to fulfill a scenario. Paths express causal sequences. OR-
forks (possibly including guarding conditions) and OR-joins are used to show 
alternatives, while AND-forks and AND-joins depict concurrency. Loops can be 
modeled implicitly with OR-joins and OR-forks. UCM models can be decomposed 
using stubs which contain sub-maps called plug-ins. Plug-in maps are reusable units 
of behavior and structure. Plug-in bindings define the continuation of a path on a 
plug-in by connecting in-paths and out-paths of a stub with start and end points of its 
plug-ins, respectively. A stub may be static which means that it can have at most one 
plug-in, whereas a dynamic stub may have many plug-ins which may be selected at 
runtime. A selection policy decides which plug-ins of a dynamic stub to choose at 
runtime. Map elements which reside inside a component are said to be bound to the 
component. Components have various types and characteristics (not discussed in this 
paper) and can contain sub-components. 

Other notational elements of UCMs are timers and waiting places. A timer may 
have a timeout path which is indicated by a zigzag line. A waiting place denotes a 
location on the path where the scenario stops until a condition is satisfied. If an 
endpoint is connected to a waiting place or a timer, the stopped scenario continues 
when this end point is reached (synchronous interaction). Asynchronous, in-passing 



triggering of waiting places and timers is also possible. A more complete coverage of 
the notation elements is available in [1][7][9][23]. 
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Fig. 1. Basic Elements of UCM Notation 

The Eclipse-based jUCMNav [19] is an editing tool for UCMs developed at the 
University of Ottawa and Carleton University. The tool makes it possible to create, 
maintain, analyze, and transform UCM models. It is a true URN tool that offers GRL 
modeling in addition to UCM modeling. 

2.2 Aspect-oriented Use Case Maps 

A shortcoming of object-oriented software engineering is that units of interest to the 
requirements engineer (i.e. concerns) cannot readily be encapsulated with object-
oriented units [11]. This leads to concern scattering (parts of a concern are scattered 
over many classes) and concern tangling (one class contains parts of many different 
concerns). This effect is due to the tyranny of the dominant decomposition [20], as a 
chosen modularization technique (e.g. objects) inevitably will cause unwanted side-
effects in the model to which the technique is applied (e.g. scattering and tangling). In 
the mid 1990s, aspect-oriented programming (AOP) [14] emerged to address these 
shortcomings based on a more general philosophy called multi-dimensional 
separation of concerns (MDSOC) [11][20]. Many concerns exist for which aspects 
provide a better encapsulation than objects (e.g. authorization/authentication, caching, 
concurrency management, debugging, distribution, logging, testing, transaction 
management, or even use cases [13]). A defining characteristic of these concerns is 
that they crosscut other concerns multiple times (i.e. each concern needs to be merged 
with many other concerns). 

Aspects identify locations in a model (called joinpoints) through parameterized 
expressions (called pointcuts). Joinpoints are defined in a joinpoint model that clearly 
defines all possible locations in the modeling or programming language. Aspects 



specify advice (behavior and possibly structure) which will be inserted into the 
locations specified by pointcuts. Note that we are using AspectJ terms [5], but that the 
concepts also apply to other flavors of AOP and aspect-oriented modeling in general. 

Aspect-oriented Use Case Maps (AoUCM) [17][18] extend UCMs with the 
concepts of aspect, advice map, pointcut stub, and pointcut map in order to enable the 
modeling of concerns. These concepts, however, do not require new notational 
elements as they are just specializations of already existing concepts. The concrete 
syntax of UCMs does not need to be altered, allowing the requirements engineer to 
continue using UCMs as before.  

A prerequisite for the extension of the UCM modeling language is the existence of 
a joinpoint model for AoUCM. For AoUCM, any path element is deemed to be a 
joinpoint, except for purely visual elements such as direction arrows. This allows an 
aspect to add behavior and structure not only relative to responsibilities (i.e. 
functionality) but also relative to causal flow constructs such as alternatives, 
concurrency, and loops. 

In the context of AoUCM, an aspect is simply an organizational construct that 
contains all the UCMs required to describe a concern. In particular, it contains any 
number of specialized maps called advice maps and pointcut maps. These types of 
maps are used to specify crosscutting behavior. Note that the dashed arrows in Fig. 2 
and most following figures are not part of the UCM notation but have been added to 
the figures to clearly indicate plug-in bindings for the UCM model (the jUCMNav 
tool manages plug-in bindings much more concisely).  
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Fig. 2. Basic Elements of AoUCM Notation 

An advice map is syntactically the same as a traditional UCM as it describes 
behavior and structure in the same way as UCMs do. As the name suggests, an advice 
map specifies the advice (or behavior and structure) of a concern that needs to be 
added to the base model. The differentiating factor between an advice map (see 



Advice Map in Fig. 2) and a traditional map (see Base Model in Fig. 2) is that advice 
maps contain one or more pointcut stubs. A pointcut stub is a placeholder for pointcut 
expressions which in turn identify joinpoints in the AoUCM model. Pointcut stubs are 
structurally the same as dynamic stubs but have a slightly different semantic meaning 
(indicated by the P in the dynamic stub symbol). While dynamic stubs contain plug-in 
maps that further describe the structure and behavior of a system, pointcut stubs 
contain zero or more pointcut maps. This is the only semantic change to traditional 
UCMs required in order to model concerns with AoUCM. 

A pointcut map visually defines a pointcut expression. For example, the pointcut 
map in Fig. 2 matches against all maps that contain an OR-fork followed by a 
responsibility on at least one branch. The wildcard “*” indicates that any 
responsibility will be matched. The usage of wildcards ensures that more than one 
location in the base model can be identified by one single composition rule. In 
addition to “*”, logical operators such as “and”, “or”, and “not” can also be used. 
Start and end points without labels are not included in the match but only denote the 
beginning and end of the partial map to be matched (therefore they are shown in gray 
in Fig. 2). Note that a pointcut map is structurally the same as a traditional UCM. 
Although not shown here, a pointcut map can contain UCM components (e.g. 
component A and B from the base model). In fact, any behavioral or structural UCM 
modeling element can be used on a pointcut map, allowing a wide array of partial 
maps to be matched. More examples of pointcut maps are available in [17][18]. 

By modeling advice and pointcut expressions on separate maps, each can be reused 
independently from the other. For example, an advice map can be used in another 
UCM model because new pointcut expressions specific to the UCM model can be 
plugged into the pointcut stub as desired. Similarly, the same pointcut map can be 
used for different aspects. 
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Fig. 3. More Examples of Composition Rules 

The relative locations of pointcut stubs and advice indicate where advice needs to 
be inserted into the base model. Composition rules are therefore defined in a visual 
way. Fig. 2 shows that Advice.before must be inserted before the joinpoint identified by 
the expression in the pointcut stub. Advice.after_returning and Advice.after_throwing are 
inserted after the identified joinpoint in the success case and fail case, respectively. In 
addition to the composition rules before and after, advice maps can also easily model 
the composition rule around (see Fig. 3.a) as well as loops (see Fig. 3.b), concurrency 



(see Fig. 3.c), and interleaving (see Fig. 3.d). Fig. 3 shows very clearly the separation 
of pointcut expression and composition rule. For each advice map in Fig. 3 (except 
obviously Fig. 3.d), the pointcut expression may be the same as each pointcut stub 
may contain the same pointcut map. The composition rules, however, are specified on 
the advice map and differ in each case. The pointcut stubs in Fig. 3.d reference two 
different locations of a scenario in order to interleave the advice of the aspectual 
scenario with the referenced scenario. 

Since advice maps are structurally the same as standard UCMs, it is possible to 
define aspects on other aspects. Pointcut maps are simply also matched against advice 
maps in addition to standard UCMs. 

The small diamonds in Fig. 2 identify the insertion points in the base model and the 
long-dash-dot-dotted lines without arrowheads show the mapping of the pointcut 
expression to the base model (i.e. the mapping shows how the pointcut expression 
matches the base model). Any AoUCM tool must retain the mappings and insertion 
points in order to navigate and reason about the AoUCM model in an aspect-oriented 
way. For example, the notational element for an insertion point could be the small 
diamond, and double-clicking on the small diamond could present a list of all mapped 
(i.e. matching) pointcut expression to the requirements engineer. Selecting one of 
them could take the requirements engineer to the advice map where the relevant 
portion of the map could be highlighted. 

Furthermore, visualizing the composed system with standard UCMs is also quite 
straightforward for AoUCM models as shown in Fig. 2. The visualization is based on 
the insertion of aspect stubs that are placed at the insertion points identified by the 
small diamonds in the base model. An aspect stub contains plug-in maps that describe 
the relevant path segment of the advice map according to the composition rules 
defined on advice maps. A stub is ideally suited to describe the result of composition 
rules. If more than one concern needs to add advice to the same location in the base 
model, a dynamic stub can be used instead of a static stub. The dynamic stub will then 
contain a plug-in map for each added advice. At the least, the dynamic stub indicates 
potential conflicts in the composed system. Even if concerns do not add advice to the 
same locations but to different locations on the same UCM, stubs are essential to 
reduce the complexity of maps. 

In order to visualize the composed system with standard UCMs, the advice map is 
first transformed into a standard UCM with several paths by removing the pointcut 
stub. Each of these paths corresponds to an advice. On the advice map, each advice is 
connected to the pointcut map through a plug-in binding (see dashed arrows in Fig. 2; 
for example, Advice.before is connected with the start point on the pointcut map by the 
left-most plug-in binding of the pointcut stub). Furthermore, each plug-in binding 
unambiguously identifies one insertion point (e.g. the plug-in binding that points to 
the start point in Fig. 2 identifies the left-most insertion point on the pointcut map and 
consequently the left-most insertion point in the base model). This establishes which 
advice must be inserted at which insertion point in the base model. When an aspect 
stub is added to the base model at a particular insertion point, the path with the correct 
advice can now be plugged into the aspect stub. For more details on the visualization 
of the composed system and the techniques used to carry out composition of AoUCM 
see [18]. 



3 Composition of Aspect-Oriented Use Case Maps 

While Mussbacher et al. [17][18] introduced the principles of AoUCM (as 
summarized in section 2.2), this section describes with the help of an example how 
compositions that are much more complex can be modeled exhaustively with 
AoUCM. This is useful since Whittle et al. [27] have shown that complex 
composition rules are necessary in practice. 

As explained in section 2.1, the UCM modeling notation contains modeling 
elements to describe basic causal flow constructs such as sequence, alternatives, 
concurrency, and loops. Most scenario-based modeling and programming languages 
have the same constructs. Therefore, we claim that it is useful and necessary for 
AoUCM (and other aspect-oriented modeling languages) to compose concerns at a 
minimum in sequence (before and after), as alternatives (around), in parallel, and in 
loops. Typical aspect-oriented modeling techniques based on scenarios and 
programming languages only cover the first two compositions but not the last two. In 
addition, two concerns modeled as scenarios are often arbitrarily interleaved with 
each other. Therefore, we claim that an exhaustive composition technique should 
provide the means to model interleaved concerns separately without loosing the 
overall flow of each individual concern and without loosing the concern’s context 
within the system. Finally, any combination of these compositions may occur and is 
only restricted by the expressiveness of the modeling language itself. We claim that 
an exhaustive composition technique must be able to deal with such compositions and 
should only be restricted by the syntax of the modeling language in use. 

In order to motivate and substantiate our claim of being able to model exhaustively 
complex compositions with AoUCM, we present an example system, first as a 
traditional UCM model (see section 3.1) and then refactored using AoUCM (see 
section 3.2). The example system is based on a management system supporting the 
various workflows involved in producing an online newspaper. The UCM model 
describes selected workflow scenarios for one of the actors, the reporter. The example 
system, although simple, already requires the use of complex composition rules. 

3.1 UCM Model of the Online Newspaper Management System 

The following use cases are described in the UCM model in Fig. 4, consisting of one 
root map at the left and three plug-in maps bound to the stubs in the root map as 
indicated. 

Research Story. The reporter meets with informants, researches the story online 
and in the library, and takes notes after doing so. 

Write Story. The reporter writes the story after researching it. The story is shelved 
if it does not make the cut for publication but may be continued at a later point. 

Publish Story. After writing the story, it is published at the newspaper’s website. 
If the story is very important, it is also added to the headline section of the website 
and to the RSS feed. 

These three use cases are sufficiently separated in the UCM model. Various 
concerns, however, are described within each of these use cases. 



Research Story contains three responsibilities – negotiate price, pay initial sum, and pay 
rest – that are related to paying the informant. As this may not apply to all informants 
or company policy may not allow for it at some point, these three responsibilities 
should be factored out into the Pay Informant scenario. This is an example for 
interleaved scenarios. Note that it is not possible to model each of the two interleaved 
scenarios on a separate map with traditional UCMs without breaking up one of the 
scenarios into several disjoint paths or loosing its contextual information. 

Write Story also contains two concerns: writing and shelving a story. This is an 
example of two concerns that may occur in a loop where one concern is enabling 
another which in turn enables the first one. Shelf Story should be factored out. 

Finally, Publish Story addresses the concern related to RSS feeds in addition to the 
standard publishing process. As RSS technology may change or may be replaced by 
other technology, Add to RSS Feed should be factored out. This is an example of a 
composition that requires concurrency. 

 

 
Fig. 4. Traditional UCM Model of Online Newspaper System 

3.2 AoUCM Model of the Online Newspaper Management System 

The aspect-oriented version of the example system captures the following six 
concerns in separate maps: Research Story, Pay Informant, Write Story, Shelf Story, 
Publish Story, and Publish To RSS Feed. Not all of these are crosscutting concerns 
but each one of them is encapsulated in its own aspect in the AoUCM model in order 



to increase modularity. For each concern, the composition rule and, if applicable, the 
crosscutting type are indicated in parentheses. 
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Fig. 5. AoUCM Model of Online Newspaper System 

Fig. 5 shows the various advice maps, pointcut stubs, and pointcut maps necessary 
to describe the system. Research Story (Fig. 5.a, no composition rule) does not need 
a pointcut stub and map because it is the base map in this model. Note, however, that 



Write Story or Publish Story could have been chosen just as likely as the base map 
because there is only a simple sequence relationship between these three concerns. 
Pay Informant (Fig. 5.b, composition rule and crosscutting type: interleaving) 
describes the three responsibilities related to this concern and identifies two pointcuts 
on the Research Story map. Note how the use of several pointcut stubs enables the 
reader to understand the context under which the behavior for Pay Informant is 
executing. At the same time, the causal relationships between the three 
responsibilities related to the Pay Informant concern are clearly expressed on one map. 

Write Story (Fig. 5.c, composition rule: after) indicates that its behavior occurs 
after Research Story by reusing the Research Story map as a pointcut map. The Research 
Story map is plugged into the pointcut stub on the Write Story map. Shelf Story (Fig. 
5.d, composition rule: loop) identifies a pointcut on the Write Story map and describes 
the loop behavior between these two scenarios. The map shows that the reporter can 
choose to continue writing the story. In this case, the loop is executed again. 

Publish Story (Fig. 5.e, composition rule: after) indicates that its behavior occurs 
after Write Story by reusing the Write Story map as a pointcut map. Similarly to the reuse 
of Research Story, the Write Story map is plugged into the pointcut stub on the Publish 
Story map. Publish To RSS Feed (Fig. 5.f, composition rule: concurrent) extends the 
behavior of Publish Story by identifying a pointcut on the Publish Story map and 
describing the concurrent behavior to be added. 

The approach taken for the model in Fig. 5 deliberately focuses on aspect-oriented 
modeling and disregards traditional UCM modeling techniques such as root maps and 
conditions for starting points. With these techniques some of the causal relationships 
between concerns can also be modeled (especially, the relationships described by the 
Research Story pointcut stub and the Write Story pointcut stub). The same root map used 
for the traditional UCM model (see Fig. 4) could be used in the AoUCM model to 
show the relationship between the Research Story, Write Story, and Publish Story 
concerns. Alternatively, conditions such as researched and written could be added to the 
start points of the Write Story and Publish Story maps, respectively. Note, however, that 
only simple sequential ordering can be modeled this way. For the relationships 
expressed with the remaining pointcut stubs in Fig. 5, conditions are not appropriate 
and the root map approach would result in pollution of the base model. Furthermore, 
our experience with large UCM models has shown that root maps can become very 
complex. 

One could also argue that Fig. 5 just advocates good structuring methods and that 
existing UCMs with static stubs instead of pointcut stubs could be used. While this is 
true from a syntactical point of view, there are conceptual and practical implications. 
Using a pointcut stub indicates that this model element is not part of the concern 
described by the advice map whereas a static stub describes behavior that is part of 
the concern. Pointcut stubs are only used to indicate where the advice should occur, 
but they are not used to describe concern behavior. The key difference to the 
traditional UCM approach is that each scenario would then be polluted by other 
concerns. In addition, the traditional approach often results in concerns being 
described in several disjoint plug-in maps, making it difficult to understand the 
overall behavior and context. This occurs especially when scenarios are interleaved 
with each other. 



The examples in Fig. 5 show that, even in simple systems, more complex 
composition rules beyond the usual before/after/around constructs are needed to 
model all causal relationships between concerns expressed as scenarios or use cases. 
Shelf Story requires a loop composition, Publish To RSS Feed requires a concurrent 
composition, and Pay Informant requires an interleaving composition. Each 
composition rule is useful since they allow the requirements engineer to keep all 
concerns separate from each other in the AoUCM model. 

The number of composition rules, however, is not restricted to sequence, 
alternatives, concurrency, loops, and interleaving. Any number of combinations can 
be described visually with the AoUCM notation. The composition technique is 
therefore only limited by the modeling notation itself. Any causal relationship 
between scenarios or use cases that can be modeled with the UCM notation can also 
be used in a composition rule. Composition rules have the same expressiveness as the 
modeling notation and are therefore exhaustive. 

 

 
Fig. 6. Composed System 

The composed system is shown in Fig. 6. It is very similar to the traditional UCM 
model, the difference being that concerns are now encapsulated in stubs instead of 
described with responsibilities directly on the maps of a base scenario. In all cases, 
stubs are added directly to the map identified by the pointcut map. Note that the top-



down approach with a root map in the traditional UCM model has been replaced by a 
more peer-oriented approach. 

Fig. 6 is the result of merging all defined concerns into a composed system. This is 
not always the case as the inclusion of a concern in the composed system is optional, 
making it easier to select a set of scenarios or use cases for a particular system 
version. 

The current algorithm for merging all advice maps into the composed system 
simply adds stubs to the appropriate locations on the base maps [18]. This approach 
clearly identifies concerns added to the base behavior but may result in more 
complicated maps in some cases. We leave the investigation of other heuristics for 
merging advice maps with the base model as future work (see section 5). 

4 Comparison of Related Work 

Initially, aspects were an implementation technique with an ever-growing number of 
tools for major programming languages [2]. Now, the aspect-community is focusing 
on earlier phases in the software development lifecycle. Aspect-oriented modeling 
(AOM) or early aspects aims to apply aspect-oriented concepts in order to manage 
more effectively concerns at the requirements and architecture stages. Many 
approaches to aspect-oriented requirements engineering (AORE) are described in a 
recent survey [10], grouped into viewpoint, goal, scenario/use case, concern, and 
component-based approaches. As AoUCM are more closely related to the group of 
scenario/use case-based approaches, we will briefly review this group in more detail 
with respect to their use of composition techniques. 

In Aspect-Oriented Software Development (AOSD) with Use Cases [13], Jacobson 
and Ng view a well-written use case as a concern. Jacobson and Ng describe how 
such concerns can be encapsulated with the help of aspect-oriented techniques 
throughout the software development lifecycle. In doing so, the fundamental 
mismatch between units of interest in requirements models and units of interest in 
design models is significantly reduced. The focus of the book, however, is on 
structural analysis/design models and the composition of such models. Behavioural 
modeling on the other hand is mostly ignored. Jacobson and Ng add the notion of 
pointcuts to the traditional use case approach. Pointcuts in one use case reference 
extension points in other use cases in a textual way. The traditional usage of extension 
points is slightly altered as they do not directly reference the extending use case 
anymore, but only identify a step in the use case where an extension may occur. In 
addition to the traditional application use cases, Jacobson and Ng introduce new 
kinds of use cases, the infrastructure use case and the perform transaction use case. 
The former describes scenarios required to address non-functional requirements. The 
latter is a generic description of all possible types of interactions an actor may have 
with the system. Infrastructure use cases reference pointcuts in the perform 
transaction use case which is eventually mapped to application use cases. This 
effectively weaves aspect behaviour described by infrastructure use cases into 
application use cases. The composition of concerns, however, is limited to extension 



use cases during use case modeling and to AspectJ-like constructs 
(before/after/around) in later phases. 

In Scenario Modeling with Aspects [25], Whittle and Araújo use UML sequence 
diagrams to describe non-aspectual scenarios and sequence-diagram-like interaction 
pattern specifications (IPS) to describe aspectual scenarios. IPS define roles for 
classifiers, messages, and parameters which can be bound to elements in other 
sequence diagrams in order to create a composed system, which is then translated into 
state machines for validation. Alternatively, the sequence diagrams and IPS are first 
both translated into state machine representations (finite state machines and state 
machine pattern specifications (SMPS), respectively) and then composed together at 
the state machine level [4] with the same binding technique. SMPS are state machines 
that also define roles. In both cases, the binding is specified textually and identifies 
explicitly elements to be bound. On one hand, this allows for a very flexible 
composition that is as expressive as the modeling language itself. On the other hand 
however, explicit bindings do not scale as well as parameterized bindings since each 
binding must be specified individually. 

The Aspectual Use Case Driven Approach is the third major research direction 
discussed for scenario/use-case based approaches in [10]. Moreira et al. [3][16] 
propose to add extensions to UML use case and sequence diagrams in order to 
visualize how crosscutting non-functional requirements are linked to functional 
requirements expressed by use case diagrams or sequence diagrams. Non-functional 
requirements are captured with the help of templates. [15] builds on this work, 
extending the set of use case relationships to include “constrain”, “collaborate”, and 
“damage” relationships and making use of activity pattern specifications (APS). The 
new relationships describe how one use case impacts another (restricting it, 
contributing positively to it, or contributing negatively to it). APS extend UML 
activity diagrams by allowing the specification of roles similar to IPS [25] and SMPS 
[4]. APS are used to describe use cases in more detail. Various activity diagrams are 
composed by composition rules which are similar to the binding in [4][25]. 

Barros and Gomes [6] apply aspect-orientation to UML activity diagrams. The 
approach is based on an additional composition operation called activity addition 
which allows the fusing of stereotyped nodes in one activity diagram with nodes in 
another. Stereotyping is effectively used as a pointcut expression, identifying 
explicitly nodes in another activity diagram for behavior merging. 

Whittle et al. [27] suggest a composition technique based on graph transformation 
formalisms that could be applied to any UML model even though their research’s 
focus is on UML state diagrams. Graph transformation rules (i.e. composition rules) 
are described with state diagrams containing pattern variables. These variables are 
matched against elements in other state diagrams. The matching criteria are based on 
the UML metamodel for state diagrams. Once a match is found, the match is 
transformed into a new composed state diagram according to the graph transformation 
rule. Similarly, Whittle et al. [26] use graph transformations to compose sequence 
diagrams. 

In the UCM community, the applicability of UCMs to model aspects was identified 
very early on by Buhr [8] but received little attention since then with the exception of 
de Bruin and van Vliet [12]. The approach suggested by de Bruin and van Vliet, 
however, pollutes each map (not oblivious) and does not scale very well as it requires 



the addition of “Pre” and “Post” stubs for each location on a UCM that requires a 
change. These stubs allow the current behaviour and structure to be refined with 
additional pre/post-processing in a top-down approach, thus limiting composition 
rules to after and before (not exhaustive). 

As illustrated in section 3, aspect-oriented scenarios or use cases can be modeled 
with AoUCM without any new notational concepts (familiar). All elements of a 
concern can be modeled visually and without polluting the base model with concern-
specific information (oblivious). Our experience with standard UCM models and 
aspect-oriented UCM models indicates that AoUCM is at least as scalable as standard 
UCM models. Parameterized pointcut expressions further improve scalability. Given 
the abstract nature of UCMs, concerns can be modeled at the right level of abstraction 
for requirements models where often message and data details of interactions are not 
yet relevant. The composition rules described with AoUCM are also exhaustive 
because the same notations are used to describe the system itself and the composition 
rules. 

Graph transformation-based approaches [26][27] to composition of aspect-oriented 
models also address most of the properties discussed in the previous paragraph when 
applied to requirements models at the right abstraction level. In addition, graph 
transformation-based approaches have a formal foundation which is an advantage 
over the semi-formal nature of the composition rules in AoUCM. Specifications for 
graph transformation rules, however, may become too complex, possibly requiring 
training in formal methods. While graph transformations are very powerful and can be 
applied to any language defined by a metamodel, they do require the modeler to learn 
a new pattern language for matching joinpoints (not familiar). 

In general, approaches based on AspectJ-like composition rules are not exhaustive 
for requirements models since only a fixed and limited set of rules – namely before, 
after, and around – can be used, leading to scalability issues as large models must be 
broken down before the rules can be applied [27]. Approaches based on MDSOC are 
also not exhaustive because a predefined merge algorithm is used and not all 
compositions can be easily expressed. Overriding of default settings is possible but 
very low-level and not graphical [27]. Neither of these composition approaches 
satisfies all properties identified in section 1, in particular complex composition rules 
cannot be expressed. 

The remaining scenario/use case-based approaches to AORE mentioned in this 
paper successfully address only some but not all of the properties listed in Table 1. 
Jacobson and Ng [13] add the new concept of pointcut to use case modeling and 
change the meaning of extension points (not familiar). Concurrency, loops, and 
interleaving are not addressed (not exhaustive). Extension points are also still added 
directly to the base model causing the base model to be polluted with concern-specific 
information (not oblivious). 

Moreira et al. [3][15][16] require several extensions to UML diagrams in order to 
visualize aspects (not familiar) and does not address concurrency, loops, and 
interleaving (not exhaustive). Barros and Gomes [6] also do not explicitly address 
concurrency, loops, and interleaving (not exhaustive). 

Compared to the rigor and formal foundation of graph transformations, all other 
composition techniques qualify at the most as semi-formal notations. Most 
approaches are problematic in terms of scalability because composition rules identify 



targets of the composition only explicitly: Moreira et al. [3][15][16] represent 
composition rules in an explicit and textual way without allowing parameterized 
expressions. Whittle and Araújo [4][25] use textual and non-parameterized binding 
rules. Barros and Gomes [6] also use a textual representation of pointcuts and also 
explicitly link nodes in UML activity diagrams, not allowing parameterized 
expressions. Jacobson and Ng [13], however, address scalability to a certain degree by 
modeling perform transaction use cases that capture generic interactions between an 
actor and the system. 

In terms of abstraction levels, AoUCM are at a higher level of abstraction than the 
work by Whittle and Araújo [4][25] which is at the message/state machine level. 
Moreira et al. [3][15][16] make use of some models that are at the same and some 
models that are at a lower level of abstraction than AoUCM. All other approaches are 
at the same abstraction level as AoUCM. 

 

Table 1. Comparing Composition Techniques of Scenario-Based Approaches to AORE 
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Jacobson and Ng [13]  
(AOSD with Use Cases)     1) 

 
Whittle and Araújo [4][25]  
(Scenario Modeling with Aspects)     

1)  

Moreira et al. [3][15][16]  
(Aspectual Use Case Driv. Appr.)     1)  

Barros and Gomes [6]  
(UML Activity Diagram)     

1)  
Whittle et al. [26][27]  
(Graph Transformation)       

de Bruin and van Vliet [12] 
(Quality-Driven Sw. Arch. Comp.)     1)  
Aspect-oriented Use Case Maps 
(AoUCM) [17][18]     

1)  

1) Only qualifies as a semi-formal composition technique compared to graph transformations. 

5 Conclusion 

This paper evaluates AoUCM for the specification of complex composition rules for 
aspect-oriented requirements models based on scenarios or use cases. Several required 
properties of such a composition technique were identified in section 1 and were 
listed again in Table 1. Of all discussed techniques, AoUCM and graph 
transformation-based approaches satisfy most the desired properties. While AoUCM 



is a familiar but semi-formal notation, graph transformation-based approaches are 
more formal but may require special training. 

 

 
Fig. 7. Different Visualization of Publish Story in Composed System 

Future work could try to reduce the complexity of maps in the composed system. 
The composed system in Fig. 6 can be generated automatically with the lowest level 
maps in Fig. 6 corresponding to advice maps and all other maps corresponding to 
composed maps. Heuristics for a better visualization of the composed system should 
be investigated. For example, root maps could be used for some composition rules. 
Composition rules involving concurrency and loops could show concurrency and 
loops at the level of composed maps and not at the level of advice maps (see Fig. 7 for 
an example). This raises an interesting question of what portion of the advice map 
should remain in the advice map level of the composed system and what should be 
visible at the composed map level. Another avenue to explore with respect to 
visualization is the flattening of maps in the composed model. For example in Fig. 6, 
the following three pairs of maps could each be flattened into one map: Research 
Story and Pay Informant, Write Story and Shelf Story, and Publish Story and Publish 
To RSS Feed. Combined with a root map approach for simple sequences, the result 
could be the original UCM model from Fig. 4. In any case, heuristics would have to 
include criteria to identify advice maps for which a visualization method other than 
the standard one should be used. 

A combination of the rigor of graph transformation and the intuitive nature of 
AoUCM may be promising. AoUCM could serve as a front-end for graph 
transformation-based approaches if advice maps and pointcut maps could be 
automatically translated into pattern descriptions suitable for the graph 
transformation-based approach. The notions of pattern variable from graph 
transformation-based approaches and pointcut stub from AoUCM seem to be 
sufficiently similar in order to do so. 

UCMs have been used for feature interaction detection [21]. This research could be 
applied to aspects as it allows properties such as pre-conditions and post-conditions of 
individual aspects to be defined which can then be checked in the composed system. 

Jacobson and Ng [13] have shown that use cases can be encapsulated with the help 
of aspects not just in requirements models but also in (detailed) design models and the 
implementation because the aspect compiler can reliably merge use cases. This allows 
for clear traceability links to be established between requirements models, design 
models, and the implementation. Future work could investigate programming 
constructs that best support composition rules such as loops, concurrency, and 
interleaving and how to represent them in (detailed) design models. 



A more detailed usability study is also required to shed further light on the 
advantages and disadvantages of the discussed approaches. 

The Goal-oriented Requirement Language (GRL) [22], which is the complement of 
UCMs in the User Requirements Notation (URN), is another area for future work. 
Aspect concepts could be added to GRL and complex composition rules for GRL 
could be investigated. If successful, URN would combine aspect-oriented, goal-
oriented, and scenario-based modeling techniques in one framework.  
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